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Books aren't written - they're rewritten.

— Michael Crichton
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User [ want to have a pet, but I don’t know whether to get a cat or a dog. Do you have any

suggestions?
It really e on . preferences , lifestyle , the  type
. . - independent pet and have a . chedule
. B8 prefer a companion and . more active
. | Have VO onsidered  you 5

might be better fit
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Masked Diffusion Model : Forward Process

Clean Data (time 0): R A D D —

1T

Noisy Data (time ¢): R A [M] D «

€[0,1], BERILHUME ¢ HHRA, ENAX

arXiv:2502.09992 | arXiv:2406.03736
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/‘L@ﬁ'@ﬁ?ﬁ‘f@@'%ﬁ\ I‘A’J#ﬁﬁ& Masked Diffusion Model : Backward Process
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s MRARFFRTHEA LB R, RNEEHMAE, FitETEXIXRMA

L
1 : ,
L(0) = ~Et s .0, n E ,l[xi = M] log pg (g |+)

1=1

EAUMEITTEE: R UM RA X R EFH TRRAUASHEMRGE S TR, B

~Ep gara(g) [Togpe (Xo)T = L(O):

BRY BREAE MBI RURKENENE (RAMBREXT) ERER

arXiv:2502.09992 | arXiv:2406.03736
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FERHN 2 mask, REXHE+F—FH4H (F)

in

%1% We [M] [M] IM]
2% We can [M] tokens
% 3% We can generate | tokens

g ARFRR; KE: BEFFEETI.

arXiv:2502.09992 | arXiv:2505.22618
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(@) Mask all tokens independently

+ Mask ratio t ~ U(0,1)

> X
|

Mask predictor

{ |
]

. HESA

> Mask token + Remask

Non-mask token '

Random mask

BI%: BB

arXiv:2502.09992

= AT I L

(b) Prompt
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Mask predictor
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Response

SFT: Response #
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is ] [ a ] [ text ] [diffusion] [ model ] [ : J is [ text ] [diffusion] [ ] [ . ]

! ! ! ! I I 1 I 1 1
Transformer Decoder with Causal Attention } ‘ [ Transformer Decoder with Full Attention }

N AO RUA A A I A A R A
Dream ] [ is } [ a J | text ] [diffusion] [ model { Dream ] [<mask> ] [ a ] [ <mask> J ‘ <mask> ] [ model ]

WEBE: ATEFON%L, UAMK AR ERE#,

arxXiv:2508.15487
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Block Diffusion: IR EL, LREIFME]T

Autoregression: JHigh quality JArbitrary-Iength JKV caching X Not Parallelizable

Generation steps

There are three categories of the average
There are three categories of the average rate
There are three categories of the average rate of...

Diffusion: ) Lower quality ){ Fixed-length Y No KV caching ¢ Parallelizable
the reusability will continue to the

Repeal the reusability cuts and the law will continue to reduce the

l Repeal the reusability cuts and prove the law will continue to reduce the deficit.

Block Diffusion (Ours): JHigh quality JArbitrary-Iength JKV caching JParaIIeIizabIe
On September 17, we be
On September 17, 2016, we will be giving the release of

l’On September 17, 2016, we will be giving the beta-release of the to our server testing ...

RE: TREXEF, BRI TR RW: SALE R RN, BF 7R YRR
Jasr3k, BEETERFRT KRBT A £ R ?

Arriola et al., Block Diffusion



Discrete diffusion forcing (D2F): FFBAATERIRIFRIR

DLLMS represent an innovative fusion of diffusion ~ models and large language =~ models

{
Monotonically Increasing Masks @

pvs [EEPEMEN  an innovative  fusion diffusion large

U B3R E TR,
B HREE EE.

FRXE., FEEXR,
Block-wise }aﬁﬁ%x’\%%ﬁﬁﬁf%é%ﬁ%&o

Causal Attention

arXiv:2508.09192
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D2F: [E—MErRE%IA, PFTA] ISEE

DLLMS represent an innovative fusion of diffusion  models and large language  models

'

Monotonically Increasing Masks = @

DLLMS an innovative  fusion diffusion large

4 3\ 4 3\

Block-wise Bidirectional

[“ D2F dLLM J { > [ Pre-Trained dLLM 1 1]
Causal Attention Full Attention

IR S G S W

REZTRBER @HTM, FEF I ERERNE T EK

arXiv:2508.09192
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dLLMs a new that

dLLMs are a new type of that

dLLMs are a new type of that mix

dLLMs are a new type of Al that mix ideas from tech
dLLMs are a new type of AI that mix key ideas from modern tech
dLLMs are a new type of Al that mix key ideas from modern tech

dLLMs are a new type of Al that mix key ideas from modern tech .

Fr . RRAB| D ERE, EmFR
BE: EFETFEX, BAFRKHEDR
FHF: TRIIEENKV cache, JFEeirgkse £ &

arXiv:2508.09192
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Semi-activated Block
Fully-activated Block
Cached Block
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LLM to



D2F: PB4 pre e SEFRNEE

Test Set Method TPS 1 Latency (s) | Gen. Length Score 1 LLaDA-Instruct-8B
LLaDA-Instruct 7.2(1.0x) 323 (1.0x) 231 77.4 N _
Gcsmgk  GLLM-Cache 20.1 (2.8x) 11.5(2.8%) 231 77.5 D2F-LLaDA
4 shot Fast-dLLM (Prefix-Cache) 33.3 (4.6x) 7.0 (4.6x) 232 77.8
- Fast-dLLM (Dual-Cache) 35.2 (4.9x) 6.6 (4.9x) 232 78.9
D2F-LLaDA 52.5(73x) 2.8(11.5x) 144 77.3 MBPP 3-shot
LLaDA-Instruct 09 (1.0x) 71.4(1.0x) 65 39.0
dLLM-Cache 23 (2.6x)  28.3(2.5x) 66 37.0
YBPP Fast-dLLM (Prefix-Cache) 13.0 (14.4) 4.9 (14.6x) 64 37.6 0.9 — 47.6 TPS
~Sho Fast-dLLM (Dual-Cache) 15.3 (17.0x) 3.8 (18.8x) 58 36.4
D2F-LLaDA 47.6 (52.9x) 1.4 (51.0x) 68 38.0
LLaDA-Instruct 2.8 (1.0x)  38.8 (1.0x) 107 36.0 52 .9 X
HumanEya) GLLM-Cache 45(1.6x) 233(1.7x) 104 39.0
O-shot Fast-dLLM (Prefix-Cache) 13.7 (4.9x) 7.4 (5.2x) 102 38.4
~Sho Fast-dLLM (Dual-Cache) 19.2 (6.9x) 5.2 (7.5x) 100 35.4
D2F-LLaDA 81.6 (29.1x) 1.6 (24.3x) 133 40.2 2 A
LLaDA-Instruct 21.1 (1.0x) 11.5(1.0x) 243 23.7 'T:T: ??’f—?fj
Math dLLM-Cache 269 (1.3x) 9.1 (1.3x) 246 23.2
4-shot Fast-dLLM (Prefix-Cache) 47.7 (2.3x) 5.2 (2.2x) 246 22.4 39.0 N 38.0
~Sho Fast-dLLM (Dual-Cache) 42.5 (2.0x) 5.8 (2.0x) 246 22.4
D2F-LLaDA 90.2 (4.3x) 4.3 (2.7x) 384 29.1

Table 1: Performance comparison of various acceleration methods on the LLaDA-Instruct model.
Speedup ratios relative to the baseline are shown in (green). All baseline methods use the default
sampling configuration from the original LLaDA implementation.

arXiv:2508.09192, Table 1



D2F: EEREOFEEHSZ R

— v
4 - - [ ] [ ] [ ]:[ 1 ]: KV Cache Storing Bubble: No token generated, no decode-store overlap
1 [ 2
Single-Block Diffusion: : 1- [ J J ] o ook ) ( ) (3]
Native BD-LMs Inference ! i T )
-3 I P
g [ Wut-BlockDiffusion:Ours 1 2-Level Piplining: Store KV Cacheand | Goal: Generate 4 blocks of tokens
— i ' r urrently
x | @O0 . : : ,
[T} ' ' Assuming a MultiBD process with buffer-size of 2,
() [ ] [ ] [ ] [ ] -:[ ]:[ ] [ 2 ] which construct a 2-level decoding pipeline,
m ' @O overlapping decoding and storing.

1 1

Parallel Decoding: 2 active : : B O ) | J (s ) (] Active Step: darker color -> higher noise
1 1
1 I

blocks are decoded in parallel
’ ] (] Padding (] storing Step

Forward-pass Steps

ERRE R LR, TEAREREF
FRENZAL, BATHE OB

arXiv:2606.29215, Fig. 1
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D2F: i)l|&5SHE

LT

(A) Training Noise — D2F (B) Training Noise — Chain Uniform (Ours) (C) Inference Mask Ratio
4.0 A - slot 1 ~ slot 6 —— slot 1 — slot 2 ~— trained slot 1 base slot 1
—— slot2 —— slot8 —— trained slot 2 base slot 2
3.5 1 — slot 4

0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
Noise / Mask Ratio Noise / Mask Ratio Noise / Mask Ratio

LM A B B9 mask Bt 27
WO SR G, B EEAYIRRT

arXiv:2606.29215, Fig. 2



Multi-block diffusion (MultiBD): BZ=ABEA/N. (MNESIESEPG

: ‘ A. Systematic Group Layouts: Enumerate group sizes and shifts ‘

I S ShitO Shift1. .

| |Growsiz2 ClEI--HDEl--Iq

|

| oo...shwfo o shifti. shit2 |

| [owses] OB OB W DCI:'E.._’C.E-E.j

| eo.....Shito o Shift1 . . shit2 ,____________S_fl'ft_Q _____________

| [oowses] V[T DMONES —~ B NECES - (SIS0 - (B8 0Ee0 -
l

 AANGRE. BERTREGED
T AREEEA: RETILNNLSRE R

REE G BEA&EH N EE KSR

arXiv:2606.29215, Fig. 4
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MultiBD: EEZHREMNBRESFHITE
GSMSK MATHS500 MBPP + HumanEval+ Average
Model AccT TPF 1T Acc? TPF 1T AcctT TPF 1t AcctT TPF 1T AcctT TPF 1T AUP 7T
LLaDA2-Mini-DMazx (bufsz=2, blksz=32)
SingleBD (Native) 91.89 5.70 76.80 6.13 72.22 6.14 77.44 7.44 79.59 6.35 459.54
MultiBD (training-free) 89.84 8.76 73.80 9.08 72.22 8.44 76.83 10.96 78.17 9.31 651.98
MBD-LLaDA2-Mini-DMax 91.74 8.95 75.00 9.31 70.11 8.34 77.44 10.78 78.57 9.34 661.28
LLaDA2-Mini (bufsz=2, blksz—=32)
SingleBD (Native) 91.89 2.27 74.20 2.83 75.66 3.25 78.05 5.53 79.95 3.47 247.41
MultiBD (training-free) 92.65 2.76 73.60 ST 72.49 3.97 75.61 7.37 78.59 441 301.81
MBD-LLaDA2-Mini 91.96 5.55 79.20 6.02 72.49 5.35 80.49 7.85 81.03 6.19 449.18
SDAR-8B-Chat-b32 (bufsz=/, blksz=32)
SingleBD (Native) 90.07 2.52 65.60 3.81 52.65 1.83 67.68 2.00 69.00 2.54 141.64
MultiBD (training-free) 89.01 2.78 60.60 5.06 52.12 1.97 65.85 2.24 66.89 156.35
MBD-SDAR-8B-Chat-b32 89.16 3.08 68.00 5.08 58.99 4.87 62.80 4.82 69.74 4.46 210.42
SDAR-8B-Chat-bj (bufsz=/, blksz=4)
SingleBD (Native) 91.05 1.33 72.80 1.46 64.80 1.13 73.70 1.07 75.59 1.25 85.46
MultiBD (training-free) 90.45 2.39 70.60 2.68 65.80 154 74.39 1.47 Fi sl 2.00 129.59
MBD-SDAR-8B-Chat-b4 91.81 2.28 72.40 2.52 64.29 2.62 72.56 2.24 75.27 2.42 148.65
° ° /E
LLaDA2-Mini: “F33 TPF 3.47 — 6.19, &4 79.95 — 81.03

arXiv:2606.29215, Table 1



Block Buffer: zh5z1T, ElIE4pIEfE (]

( A. Status of Blocks ]

...............

| _ . .
|

| 1
| - :
l DUMMY ACTIVE TO CACHE|— IN.CACHE | , | = ‘'----=---------
I 0 | U N | 090090909090 |  , 000 [ smmmemmmeemee-aay

|

— e e e e e e e e - - e e — - — e — — —— —

BlockBuffer

/ Request \ \/

e~ . . . . . .

SERFFN KV cache, HkE FH = FE AL
RAWMATR, B L IHEENIATIH

arXiv:2606.29215, Fig. 5



Diffulex: IBZHREREEMHSEIMEE

BAEA 2 X H100, TP =2

BA

LLaDA2-Mini
MBD-LLaDA2-Mini
LLaDA2-Mini-DMax

MBD-LLaDA2-Mini-DMax

SF3¥# TPF
3.47
6.19
6.35

9.34

FLFHRE, ARGETNED RN,

arXiv:2606.29215, Table 3

£ 5 ms
7.07
8.78
9.02

11.20




FRAVERS, FEERESERERNRR

GSM8k-4-shot MBPP-3-shot
85 * %
: 60 ;
757 ®-m, é o °_ g
@ * Vo : * ~.““A 5
s® m z O \\$
n 40 :
55 '
| 301
45 A A ;
0 50 100 150 181 3200 0 50 100 150 200 250275 3300
Throughput (tokens/sec) ' Throughput (tokens/sec) '
Methods Parameter Details
—=- D2F-Dream-Base-7B % LLaMA3-Instruct-8B @ T act=T conf=0.95 V T act=T1 conf=0.8 M steps=256
—=—- Dream-Base-7B Qwen2.5-Base-7B B 1 _act=T_conf=0.9 @ T_act=T _conf=0.7 A steps=128

A T _act=T_conf=0.85 @ steps=512

R DEET URE, WHRERERRE.

arXiv:2508.09192



Consistency Force (CForce): FB/EHEAFNIMOHFEREBAER,

LLaDA2.0-mini, “F#¥E4L (%)

BT XREE, A0
—REREL2HARHA
\ 17.13
¥ E T XE RS,
T DLy R T 4R gk B R -
TPF =4 TPF =8

BT L FRATIEEJE 3 E e o ey B

arXiv:2608.13925v1, Fig. 5



CForce: {EBEBfFIEHMIT =S —E 4%

1. Collect Confidence-based Trajectory 7" = (sy, sy, ..., ST) 3. Train with Adjacent-stage Consistency Forcing

Step 0 {[MASK])(IMASK]](IMASK]|(IMASK] ] (IMASK] | (IMASK] | IMASK] | [MASK] |

(
(
|
(

Step 1 [ Today s

(IMASK] ] (IMASK] |(IMASK] | (IMASK] |(IMASK] |( IMASK]
is [

good | day (IMASK]](IMASK])(IMASK])(IMASK]]

Step 3 [ Today

Step 4 (Today | s

J
J J

Step 2 [ Today | ]
)l is ) a ][ good )(IMASK]|(IMASK]](IMASK])( dLLM |
J J
J J

J( good |(IMASK]]( to |( study | dLLm | S—i:}

([ a
[ a ][ good ][ day ][ to ][ study ][ dLLM] =

Step 5 [Today | s

2. Construct Staged Trajectory 7 = (5,5, ..., 5y) X

Stage 0 [([MASK](IMASK]]([MASK] | ([MASK] )(IMASK] ] (IMASK] ] ([IMASK] |( IMASK]|

Stage 1 (Today || is | good | day |(iMASK])(IMASK])(IMASK])(IMASK]]

Stage 2 [Today | is |[ a ][ good |(IMASKI)[ to [ study |( dLLm |
Stage 3 (Today | is [ a |( good [ day || to | study ][ dLLMm |

<RI B R ER, EHEARE IR

arXiv:2608.13925v1, Fig. 4

(@) Sample an adjacent pair of stages (5;, 5i+1)

(b) 5i41 plays as the target, 5; as the student

(d) Compute CE Loss

A

(Today ) is ][ good ]| day ][[MASK]][([MASK]][[MASK]][[MASK]‘]
(c) Computu;r Adaptive KL Loss
[Today][ is ][ a ][ good ][[MASK]][ to ][ study ][ dLLM ]




CForce: [RIAJZIRFLNZL SR IR

L = Lcap + AceLcE;

ST BEfREEHEMN KL
Loap = V/l{z‘ jgbli lDKL(pgaergtu> + CjDKL<pgtqugar)1 )

FE M FHO BARS A EHTON (AR

# X BE: CE Anchor
1

Lcp = “IA, |]€A log qo(y’ | ,5;,7), EHETFMLE, ¥ EHEX HHF token

arXiv:2608.13925v1, §4.3
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CForce: [R—IZE T, BES5F

T

LLaDA2.1-mini; 78 B #%4 ®E S5Hk K

4% & 74
GSMS8K 93.56
MATHS500 85.00
MBPP 71.75
HumanEval 85.98
Fi 85.57

BN E

CForce 154"
92.27
84.80
81.97
86.59

86.41

¥ TPF +30.8%, F# 4 +0.84 ME 4 &

arXiv:2608.13925v1, Table 1

X B TPF
5.94
7.44
7.25
7.11

6.94

CForce TPF

7.63

10.15

10.07

8.48

9.08



CForce: LLaDA2.0-mini lYE&E5E TPF 4

Vanilla B CAP mmm Ours

Fixed TPF = 8

100
TPF =8
L 80
g I 17.13 — 38.54
5 40
< 201 183550 RELL +21.41 ME LS E
NN | N II I II d | e
GSM8K MATH MBPP HumanEval
Fixed TPF = 4
100 ~ 304887
;\3 80 A 747 TPF = 4
¢ 54.46 — 67.19
8 40 A
S Ll II II H2IBBATAE

GSM8K MATH MBPP HumanEval

arXiv:2608.13925v1, Fig. 5



CForce: F{TREIIHIRESLRM R

2 X NVIDIA H20, TP=2, batch=1

ER
LLaDA2.0-mini
2.0+ CAP

2.0 + CForce
LLaDA2.1-mini

2.1 + CForce

ERmEER +42.82%

arXiv:2608.13925v1, Appendix E

GSMSK TPS HumanEval TPS
489.87 711.59
710.88 891.94
783.09 932.82
987.78 1116.10
1231.52 1352.86
T REEA +22.84%

1051.94

1292.19




LightningRL: FJ1FHE SHTRIHNIE

{} Prompt: Ali had $21. Leila gave him half of $100. How much does Ali have now? {}

7 Before Training I %
|
Choose the Correct Path | Choose the Fastest Correct Path
@‘b[ The IanswerI is I $71 } TPF=1 3 > The Ianswerl is I $71 ]TPF=1-3
]
CD’V | The |answer| is | $71 | TPF=1.3: >Answer| is | $71 | TPF=15
(MAsK]| mask 7 B [MASK| «e |MASK
Q—® > The |answer| is | $121 | TPF=2 > The |answer| is | $71 | TPr=2
~, .
{ The IanswerI is I $21 J TPF=2 | > The answerI is I$121 ] TPF=4
I
L | .

B — R, AL & ERHT
"R BEIEH . XKD 3K T RIAT A BEH

arXiv:2603.13319v2, Fig. 2



LightningRL: J&iES TPF MRELEI)IZES

(57 LightningRL
&

@ gen F Y
S Sampling and Reward |
@ Policy Optimization 0 T
ATPF(q) = max TPF(7;) — min TPF(7;) = § i) AN mean(i',j’)cBA Y
> < | | |Filter j N A = 7
At least one sample is correct Std(i',j')sBA(" J) 4 €
L S
1 o ) ;
L(6) = L(f)crro + - r— Z Z Z logpe(z. ;. 1 | T+t q) ( 2
2s7€Touce |T| 7T 1=0 keM,, (i,) an J . (001) _:.n(’;:} ) . { (i,1) ‘;.-.(;1} n
) _ T m((mli,‘ ST gl _ Tn INEANs n' s.:03Tn A(isj) _ ZR;:‘J)
Token-level NLL Loss : sul{r‘;-“ ,,,,,,, ‘31"»(”} ‘ o {1,:5.1:‘ e ,_gl.:_m} —
L J )
. Y @ &

EHMEX S TPF £ g4 A #rE A
UAWHREHRES, #1T GRPO X EFH

arXiv:2603.13319v2, Fig. 2



LightningRL: {REBIEFRIT S, Tk

Acc Reward over Training Steps (GSM8K)

1.044

o
o

Acc Reward

o
o

0.4

= wj/0 Token-level NLL Loss

= W/ Token-level NLL Loss

25 50 75 100
Step

IE# %I _E By NLL

arXiv:2603.13319v2, Figs. 4-5
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Total Reward over Training Steps (GSM8K)
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LightningRL: [E—&E

2 FRYMR

855117,

i}

Model GSMSK MATHS00 MBPP HumanEval
Acc (%) TPF AUP Acc(%) TPF AUP Acc(%) TPF AUP Acc(%) TPF AUP
SDAR (Cheng et al., 2025) 88.9 2,85 2525 63.6 481 3189 58.0 244 108.4 135 239 165.0
Coupled-GRPO (Gong et al., 2025) T3 422 254.7 9.1 493 283.1 54.0 261 1399 68.2 242 164.6
TraceRL (Wang et al., 2025b) 76.9 5.04 378.6 60.6 482 284.6 57.8 250 1442 75.0 229 171.6
DiRL (Zhu et al., 2026) 86.6 4.87 414.1 61.6 5.04 301.2 56.8 20 1527 76.0 233 1767
LightningRL 90.3 5.58 507.5 63.0 6.28  409.2 58.3 11.10 412.9 72.6 6.30 421.5

£ 473 TPF: 7.32

MBPP: 11.10 TPF, FERHFELELFTELR

arXiv:2603.13319v2, Table 1
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LightningRL: BEf2ERY)!

7, BERERYRERDKE

- Total Reward over Training Steps (GSM8K) Avg. Parallel Token Count over Decoding Steps (GSM8K)
‘ w— TraceRL - ~—— SDAR-8B-b32 (smooth)
= LightningRL ‘\ = LightningRL-8B-b32 (smooth)
1.6{|— GRreotra)) 35 i SDAR-8B-b32 Incomplete Samples 1200
-------------------------------------------------------------------------- || == LightningRL-8B-b32 Incomplete Samples
‘ G B \
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AREXERE, FAEFTR, BROKRFR.

arXiv:2603.13319v2, Figs. 67



LightningRL:

I LightningRL

I EAGLE-3 (Llama-3.1-8B)

'?TJ

RS IR

W d3LLM-LLaDA [ Fast-dLLM-v2-7B

dParallel-LLaDA

YIEXIA¥

SHANGHAI JIAQ TONG UNIVERSITY

Qwen2.5-7B-Instruct

100

Score (%)

GSM8K

MATH500

MBPP

HumanEval
Benchmark / Metric

B RREESFL. TPF 5 RE—FFFTEWE.

arXiv:2603.13319v2, benchmark comparison

D

1.00

‘g F500
7.32 437.8
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6.25 -400
F6
72.6
67.7 |
63.0 63.6 5 -300
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39.0 L3 ~200
-2
-100

Speed

D

Speed-Accuracy Trade-off



LightningRL: #8[E TPF ~, EElEE

Accuracy vs. Tokens Per Forward (GSM8K)

— o

o=
904 F—

— $\\‘

70 1|—m— spAR

—-@— LightningRL

1

arXiv:2603.13319v2

TPF

~ -

AHE TPF =7
71.2% — 87.5%

GSMSK 7 &

SDAR-&B / block32
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Fast-dLLM: FAIEEFRIVEEITR

Prompt Block 0 Block 1 Prompt Block 0 Block 1
A A H A A

Vo

7. -,ii--i“F§
sgeEss |
gesey |
BEENENS

1 1 1 1 mw) Decode token
L L LD IR [ [ | | [ [ IR ..

(a) Prefix KV Cache for block-wise generation. (b) DualCache: Bidirectional KV cache contains prefix
and suffix Cache.

% Prompt token

-
|

]
]

-8 I—t\\\\'
-0 B

B8 §-)
B8 B\

L]
|
=
.
|
-

| 1
L
.
] |
.

m) Compute cache

REERATRARMNERF, RANER. BRERI#
DualCache #— P B MR ER-EFER W KV

Fast-dLLM, arXiv:2505.22618v3, Fig. 2



Fast-dLLM :

Artificial
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typically
MASK
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MASK

Color Legend

Step 0
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EREMRA (F31%)

Generation Step 31

Artificial intelligence ( Al
the simulation of human
that are programmed to
typically require human intelligence
learning 5 reasoning 9
and decision -making
be designed to perform
to learn MASK MASK
MASK MASK MASK MASK

Color Legend

Step 0 Step 8 Step 16 Step 24 Step 32

YFihW, BEXEENMNE —RER, H{ARZER
BAEMERRE, IRXIWEGERTGHALE

Fast-dLLM, arXiv:2505.22618v3; official decoding example
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Fast-dLLM: EBF5E(SEFEBILESIINE

LLaDA-Instruct, GSMS8K 5-shot, 4 ik _F[R 256
NVIDIA A100, batch =1

ik BHAE (%) TPF TPS
J& 46 LLaDA 79.3 1.00 6.7
X KV Cache 79.5 1.00 21.2
WE MR 79.2 3.25 16.5
Fast-dLLM (&£ &) 78.5 3.01 54.4

FEEA: TPSEF 81X, HHAREH 79.3% & X 78.5%

Fast-dLLM, arXiv:2505.22618v3, Table 1 & Fig. 1(b)
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Shaded band: 25%-75%

High-Confidence-First
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LoPA, token filling order analysis
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L] ol
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Sample Lookahead Branches ([ e | of ]--
)
) - S - )

Stage 1: Branches Preparation ~ —eintines the Anchor Branch———= (Csmasi> J[_ o )(_<mask> ) <masic> ]

HR: BREGERT, RELMER
WELX: BABEBIAE —NMRECE

arXiv:2512.16229v2
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L IRAAREE FRNENIRR =
LoPA: IBAABREERE RIEMNIERE

Model Decoding Algo. GSMSK 4-shot Math 4-shot HumanEval 0-shot MBPP 3-shot

Score TPF AUP Score TPF AUP Score TPF AUP Score TPF AUP
Dream-based models
Vanilla 726 10 726 337 10 337 579 10 579 562 10 56.2
KLASS 742 24 1572 367 23 719 567 25 1413 564 1.7 954
Dream Few-step Decoding 65.8 2.0 121.8 258 20 S5I.1 305 20 905 422 20 939
Conf-thres. 726 24 1537 376 22 71.1 579 18 1042 556 25 1379
Conf-thres. + LoPA 73.3 39 2437 37.0 37 114.6 56.1 3.7 2051 548 43 231.0
dParallel-Dream dParallel 77.0 3.8 2555 370 3.3 1027 56.1 2.8 156.0 550 3.3 1789
D2E-Dream D2F 785 34 2363 36.8 2.7 840 56.1 19 107.0 538 22 1177
D2F + LoPA 73.8 10.7 652.7 352 83 2299 56.1 6.1 3359 560 5.5 304.7
LLaDA-based models

Vanilla 776 10 77.6 330 10 330 372 10 372 398 10 398
KLASS 743 26 1920 31.6 20 63.1 396 21 712 398 2.1 83.6
LLaDA Few-step Decoding 734 2.0 1476 292 20 59.6 335 20 602 324 20 69.0
Conf-thres. 76.4 30 228.1 331 23 758 415 3.0 106.0 395 2.7 106.5
Conf-thres. + LoPA 75.8 59 4409 314 43 1314 396 46 1484 384 52 1959
dParallel-LLaDA dParallel 764 7.0 5292 313 4.7 1427 392 57 1793 390 40 1546
D2F-LLaDA D2F 775 3.1 240.1 283 27 764 366 3.1 928 36.6 2.8 101.5
D2F + LoPA 76.6 7.2 546.6 295 7.3 203.1 402 9.2 299.0 384 7.2 270.3

D2F-Dream / GSMSK: 10.7 TPF; D2F-LLaDA / HumanEval: 9.2 TPF

LoPA, supplementary experiments
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LoPA-Dist:

g fEE, FATRIE, BRSF T —RREEEF.

arXiv:2512.16229v2

A

FMTHTIRIZ D ST

LoPA Branch Parallel Distributed Inference System Design

Pollng
Worker Loop Explanation BP Rank 0: Master Loop
Worker Loop
e - e Rﬂpm

Serialize and Scatter Metadata on CPU Desericlize and Gather Metadata on CPU
Seatter Tensor Inputs on GPU (NCCL) Gather Tensor Logits Outputs on 6PU (NCCL)

Branch Parallel Worker Loop with Tensor Parallel Process Group
TP Rank 1 TP Rank 2 TP Rank 3

BP Rank 1: Worker Loop

Con ) e oo ) (o ) oD ESED
Co ) e (e ) (R o+ )~ (S
(o s ) = ) G ) e ) BP Rank 2: Worker Loop
G ) =) e
Spawn Branches and prepare inputs for the next round BP Rank 3: Worker Loop

G ) =) )5 )

.

Modify State to IN_CACHE ——————— [ a5 | & | new |

Select the Winner Branch

Phase 1: Pre-Write

|

[

Werite-in KV Cache Separately

Phase 2: Commit-Winner-Cache

Broadcast and

T sttekveae2.

Commit KV Cache update message
based on Winner Branch

YIEXIA¥

SHANGHAI JIAQ TONG UNIVERSITY
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LoPA-Dist: ERIFKAEMIRERIT 1k tokens/s

MBPP GSM8K
1000
1200
—_ 1073.9 — 856.5
€ @
2 2
@ 1000 - g 800
V2 v
2 2
5 5
2 800 o
o) S, 600 567.0
3 3
e 630.3 o
F 600" =
Q Q
2 433.8 % 400 353.9
© © 307.9
‘v 4007 356.7 327.7 p
k=) =) 224.3
C C
n n 200
200
0- - : . . 0- . . . .
(A) (B) () (D) (E) (F) (A) (B) (c) (D) (E) (F)
I (A) Qwen3-8B (SGLang, TP4) 7777 (C) LLaDA-2.0-flash-100BA6B (SGLang, TP8 EP8) (E) D2F-Dream-7B-Base + LoPA (LoPA-Dist-NV, TP1 BP8)
I (B) SDAR-8B-Chat (LMDeploy, TP4) (D) D2F-Dream-7B-Base (HuggingFace, TP1) (F) D2F-Dream-7B-Base + LoPA (LoPA-Dist-Ascend, TP4 BP4)

FFER M. MBPP 3£ %] 1073.9 tokens/s.

LoPA-Dist, system measurements
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WaveForcing
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LLaDA-o - LLaDA 2.2



WaveForcing: {EZHRKEITZENIR

(a) Complete wavefront

4 denoising stages + store Chunk i —
Stage s 0O 1 2 3 4 5 6
s=0 I
s=1 I

s=2 Y

s=3 i

store (4) [ ]{

1 Current i+s=5 _* Next i+s=6

— Latent advances one stage next round

)
a

R T A e
k=0 k=1 k=2 k=3 k=4
Bounded width < S+1 = 5, including store

LY

=37

(b) Causal K/V delivery

One full-model replica per stage

Not read
| ; \ A 4
store s=3 s=2 s=1 s=0
i=1 i=2 i=3 i=4 i=5

Cleaner sources Consumer
Shorter context can create a lead.

s=2 | P |Compute

\4
s=1 Earlierwork | P | Attn + rest

P: QKV + RoPE; delivery overlaps work.
lllustrative edge; other inputs ready.

BRI E L 2% RALEWRE, FRESEEE k.

WaveForcing

(c) Continuous output
Same 5 forwards per chunk
Forward rounds

1 2 3 4 5

SF /1 replica 5F1C

chunk
0

1 chunk / 5 rounds
WF / 5 replicas 1F1C

chunk|chunk|chunk|chunk|chunk

0 1 2 3 -

5 chunks / 5 rounds
WE after fill; rounds # wall time.




WaveForcing: —[EQ)I

ZIEhCim/KEERK

1. Mixed-noise denoising 2. Off-policy DMD

RF SF

] 1
Sample one (1/2 each)
v
Student Gy

1prediction
DMD

RF: mixed-noise denoising
SF: chunk-first rollout

WA ok

WaveForcing

Teacher history Sample S teacher chunks

clean K/V

Ywin
|

DMD |« 27

¥
Staggered re-noise
¥

Student Gy
RF visibility

clean target

Y

7;)erc

o) l
[¢]
-
(@]

3
0.25x LPIPS

1

7 R S i B

3. WF adaptation

Self-generated Active
history chunks

' '

Sample one: RF/ WF / SF
1/3 each

¥
Student Gy
yprediction
DMD

WF branch mask
i g

Deploy WF only

¥ WF i+ ZH




WaveForcing: F

WaveForcing

N K
) YIERAAY

e/ SHANGHAI JIAO TONG UNIVERSITY

\ ~ Vd RS —_—— S A Y ot
=4 —_—
HHEIERR, EE KV &85
K/V delivery across five layers (c) Submit, publish, consume
Two ranks; matched costs; other inputs ready. = :
Submit active chunks / round
(a) Layer-synchronized exchange l
P[ Tc1] [P[ [c2| [P] [ca| [P] [ca| [P] [c5 Rt
producer [P C1] [P[ Jc2] [P Tea] Pl Tca] [PIT05] | [akv+rore]] "ol
KV transfer [2] [3] [4] (5] v -
Consumer |P| C1 |P| C2 |P| C3 |P| Ca |P| c5 Local compute| | IPC K/V copy
0 / 5 3 - - Receiver: final attention slots |
(b) Early publication + point-of-use waiting A |Hist. | Store | Self Clzf;lcer
Producer P c1|P| c2 |P| c3 |P| c4 |P| C5 | A: anchor; local prefix/self
v v v v Y copies remain !
KIV transfer B 4] 5 m—— ] BT
f LR R : P tick flag
v e 4 v v ‘
Consumer |P| C1 |P c2 lP cs3 |P c4 |P Cs Attention reads ordered slots
6 1 2 3 5 % No remote K/V concatenation

[C] Exposed wait
P: QKV + RoPE; C: attention + remaining block

B ETXHWRITHMER, emfrd KV URBER.

"1 Barrier idle

Dashed: ready before use

v

Finish layer — next layer

Round end: drain outgoing K/V
then latent All-Gather / slot reuse



WaveForcing: 1.t VAE $Z3ER_E DiT B9%iH

(a) Blocking single-GPU VAE
1 VAE GPU; separate DiT/VAE resources

DiT+store | 0] wait [1] wait [2] wait |
VAE 0 1 2

\4 v v

Decoded 0 1 2

Time

Next round waits for decode.

(c) Unbalanced VAE PP

3 VAE GPUs; latent-frame microbatches
¢F1 ¢F2 ¢F3 ¢F4

vae1  [1] [2] [3] [4]
VAE 2 | 1 2 3 4 |
| s B s—
VAE 3 @@ @
¥ ¥ v ¥
Decoded F1 F2 F3 F4

>

Time
Slow middle stage grows the queue.
[] DIiT + store

[TT1 VAE: longer — darker

(b) Async single-GPU VAE
1 VAE GPU; separate DiT/VAE resources

DiT+store [0]1]2

A\ 4 A4 \ 4

VAE 0 1 2
Decoded 8 ‘1' ;
Queue "
Time
DiT advances; VAE queues chunks.
(d) Load-balanced VAE PP
3 VAE GPUs; latent-frame microbatches
¢F1 ¢F2 ¢F3 ¢F4
VAE1 |1][2][3][4]
VAE 2 L2003 ][4 ]
VAE 3 L1 [2][3][4]
v v v v
Decoded F1 F2 F3 F4
Time

Balanced stages sustain arrivals.
[] Tracked microbatch (F1)

RIMEL )G, BEARAE, BREEN BEHRF .

WaveForcing

N K
) YIERAAY

e/ SHANGHAI JIAO TONG UNIVERSITY

(e) Profile-guided split

Construct the stages in (d)
Ordered decoder units
L1 Jl2]l3fl4][s]lel7]s]

.

Profile each unit in streaming mode

1 2 3 4 5 6 7 8
Unit times shown schematically

Stage groups (illustrative boundaries)
L+ 2] 3 |
vaE2 | 4 | 5 |
VAE3 | 6 | 7 | 8 |

Equal width = balanced stage time
[] Wait / queue

VAE 1
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WaveForcing: FREISNRE SFaLiiH
Standard VBench 1 VBench-Long 1

Method Steps GPUs Total Quality Semantic Dynamic Quality Dynamic Subj.1 Drift| E2E FPS 1
Rolling Forcing 5 1 81.15 83.77 70.66 51.39 81.18 36.63 92.75 0.17 11.90
+ Causal Attention 5 8 80.89 83.35 71.05 37.50 80.50 46.60 91.26 0.40 82.71
Causal Forcing (Full Attn.) 4 1 79.61 82.83 66.72 100.00 82.15 96.61 71.11 11.14 15.00
Wave Forcing (Ours) 4 8 80.74 83.93 67.95 84.72 80.89 7497 91.88 0.36 84.90
+ SageAttention 8 81.03 84.02 69.07 65.28 81.16 7724  90.79 0.36 117.70
Wave Forcing (Ours) 5 8 81.64 84.40 70.59 94.44 81.26 91.45 97.10 0.37 83.70
+ SageAttention 8 81.02 83.92 69.41 80.56 81.14 91.14 9443 0.37 84.98

KBERRE. A EEKAIARE M

WaveForcing, evaluation



WaveForcing: RFLHE

(a) E2E - decoded output

[ Baseline [JWaveRT + Sage
[J WaveRT (Sync) [ WaveRT + Sage + W8AS8
[ WaveRT
160 + ~N
~
L o - -
]
g_’ 120 A ()} = <
e ™o« ey
o
w e el
~ 80+ =
w
B 4042
— —
o 11
1.3B 14B*

WaveRT: 4-step - 8 GPUs
4 denoise + 1 Store + 3 VAE; Baseline: 1 GPU

(c) DIiT throughput - 1.3B-14B

=0+ Ulysses -1 Ring == WP
« 100 A
e 5-step - 6-GPU 4-step
2 5-GPU
&
—
=
o
<
[<)
3
£ L= SEERY . N Wi o 183 ,19.1
£ 20 e
= 14.4
[a] 0 T T T T T

13 3 5 7 9 141
Model parameters (B)

WaveForcing, system evaluation

-

—LiREait

(e) 1.3B - DIiT
5-step - 6 GPUs - excludes VAE completion
Ulysses Ring WP

(b) Same-graph transport

[1Sync
I Overlap £ Staggered

[ One-sided [ Paged

150 -

118.9

-
7y ©
1.00 b i
g = 0 S
5 0.95 1 8101 &« § &
~ 0.90 - 2 Y~ = 2
0 0.85 o 50 - e : n :
~ o < ~
G 0.80 1 £
0.75 T T T T T T = 0 T T
BF16 Sage Sage BF16 Sage Sage = BF16 Sage Sage+WB8A8
+W8AS8 +W8AS8
1.3B 14B*
(d) WP gain over faster CP (f) 14Bt - DIT
4-step - 5 GPUs - excludes VAE completion
Ulysses Ring WP
1.3B-9B: 5-step / 6-GPU
14Bt: 4-step / 5-GPU
« 40% A ! B/ - -
c ) i o © — ®
£ v 30 0 iy b ~N
o 30% 4+28.1% w i N N ~
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2 224 2« N s
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M0d6| parameters (B) DiT rates, not E2E output rates
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WaveForcing: 1ELELER TR STREN

t=0s t=15s t=30s t=45s t=60s t=75s t=85s t=95s

h@\\_ w12 Ea =T
- G 11 9t Al 2 2
9.0.0.0% &

i!

Ours (4-step) )

Ours (5-step) .

NEEEW: BT ER, EREHLEERZ.

WaveForcing, qualitative comparison
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/Semantlc Restoration )

e ¥ Wl | el h
E— Encoded E — Clean
—r):ldegraded C(y): — i
i o [— : Pretrained semamtic
[ Whisper Encoder ] B speech ,) LoRA Text DLM "):I[:] tokfzns
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SWE-bench Verified 1.71%
303.2
SWE-bench Pro 1.71x
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